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Does the Fed Adhere to its Mandate? Estimating

the Federal Reserve’s Objective Function

Makram El-Shagi1

1Center for Financial Development and Stability, School of
Economics, Henan University

March 20, 2024

Abstract

In this paper, we reinterpret a novel approach that was designed to
assess policy optimality given a known objective function. In the spirit
of Uhlig’s “quantitative interpretation”, we reverse engineer the results
to allow the estimation of the objective function, assuming that the pol-
icymaker aims for optimality. We show, that the Fed – despite its dual
mandate – places far greater weight on business cycle stabilization than
on combating inflation.
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1 Introduction

Ever since the Federal Reserve Bank (Fed) received its current objective to
stabilize prices and keep employment close to its sustainable maximum from
congress in 19771, there has been a debate on how the Fed interprets (and
should interpret) this dual mandate, Steelman et al. (2011) traces the debate
even further back, to the 1940s, i.e., what the Fed’s loss function looks like.
We aim to contribute to this literature by proposing a way to assess the loss
function using relatively few (potentially controversial) assumptions.

In the empirical literature, the classification of hawkish vs. dovish central
banks is often made based on estimated Taylor rules, specifically based on the
long-run response of the interest rate to inflation. For example, Castro (2011)
addresses preference asymmetry by comparing symmetric and asymmetric Tay-
lor rules. Wilson (2020) compares policy under different chairs to the policy pre-
scribed by a traditionally parameterized Taylor rule. Malmendier et al. (2021)
and González-Astudillo and Tanvir (2023) estimate Taylor rules at the level of
the FOMC member. In all of these papers, the authors examine how strongly
the Federal Reserve (or the FOMC member under consideration) is responding
(or wants to respond) to deviations of inflation (expectations) from the target
rate. However, as correctly noted by Lakdawala (2016), the policy rule is a
function of the preference function of the central bank, and the macroeconomy
it is subject to, as often described through the Phillips-curve, aggregate demand
curve, etc. For example, a stronger response to inflation might not be driven by
a larger disutility of inflation but by a lower interest semi-elasticity of inflation.
Therefore, some papers approach the question through structural models, such
as Kilian and Manganelli (2008), Best (2017), Benchimol and Fourçans (2019),
and Benchimol and Bounader (2023). However, this typically involves fairly
restrictive assumptions regarding the structure of the economy.

In this paper, we contribute to this literature by proposing an approach to
estimate the central bank’s preference function – i.e., the underlying structural
form rather than a policy rule – in a parsimonious empirical specification with
minimal assumptions. To this end, we exploit an idea recently developed by
Barnichon and Mesters (forthcoming) to assess policy optimality. The authors
demonstrate that forecasts and impulse response functions to a policy are suf-
ficient statistics, not only to determine whether policy was optimal but also to
determine the optimal policy adjustment, which they dub optimal policy per-
turbation (OPP), given a known loss function. We reverse their methodology
and argue that it is equally plausible to assume that the central bank aims for
optimality but has preferences unknown to the econometrician. By minimizing
the squared OPP, we can then estimate the parameters of the central bank’s
loss function.

We use a simple four-variable SVAR as our baseline model to estimate both

1The 1977 amendment of the Federal Reserve Act also includes moderate long-term interest
rates. However, since the Fed uses interest rates as its major intermediate target in pursuit
of its macroeconomic objectives, this is usually not considered part of the Fed’s objectives in
the literature.
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forecasts and impulse response functions. We identify shocks using a set of
widely accepted sign restrictions on supply, demand, monetary policy and money
demand shocks. The restrictions we use are by and large uncontroversial and
in line with most standard workhorse models of the macroeconomy. In our es-
timation, sign restrictions are only enforced for the contemporaneous effects.
While this approach yields relatively wide confidence bounds, it also minimizes
(unnecessary) structural assumptions. We do not make any prior assumptions
on the reduced form. Our approach is far less restrictive than the standard
empirical DSGE, which often requires informative priors or calibration for es-
timation in addition to the more detailed assumptions on the structure of the
economy.

For a balanced loss function including annualized quarter-over-quarter infla-
tion and the output gap, we find that policy is too expansionary over extended
periods of time (i.e., a positive OPP), with brief intervals of overly restrictive
policy just before the burst of the dot-com and real estate bubbles in the US.
Our results show that a loss function that focuses exclusively on the output gap
minimizes the OPP but still is not in line with optimal policy. We interpret that
as evidence that the Fed is – intentionally or unintentionally – overresponding
to business cycle fluctuations.

The remainder of the paper is structured as follows. Section 2 introduces
both our methodology and data. We start by presenting the reduced-form VAR
(Subsection 2.3), then discuss the assumptions used for structural identification
(Subsection 2.4). In the next two subsections, we introduce the Barnichon and
Mesters (forthcoming) approach to assess policy optimality (Subsection 2.1) and
how we use it to identify the loss function (Subsection 2.2). In Subsection 2.5,
we describe data sources and discuss measurement issues. The results of the
baseline model are discussed in Section 3. Several robustness checks and their
results are introduced in Section 4 and Section 5 concludes the paper.

2 Method and Data

2.1 Policy optimality

We assess policy optimality based on a recent contribution by Barnichon and
Mesters (forthcoming). They demonstrate that, given an objective function,
forecasts of the policy targets and the causal effect of the policy instrument on
the targets are sufficient to assess optimality – and even the optimal adjustment
of the policy variables.

Specifically, they show that given a loss function of the form

Lt =
1

2
EtY

′
tWYt, (1)

where Y is the vector of policy objectives including their future path and W a
matrix of weights, the optimality condition

∇Lt|pt = R′0
tWEtY

0
t = 0, (2)
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i.e., that the derivative of the loss function with respect to the vector of policy
variables is 0, merely requires the causal effect of policy R0

t and the expectation
of the future movements of the policy targets EtY

0
t , in other words an impulse

response function and a forecast. Normalizing by the variance covariance matrix
of the causal effect yields the optimal policy perturbation δt, i.e., the change in
policy that would have been necessary to obtain optimality:

δt = −(R′0
tW)−1R0

t )R′0
tWEtY

0
t (3)

Barnichon and Mesters (forthcoming) emphasize that any estimate of these
could be used. Their own empirical exercise uses local projections of unem-
ployment and inflation based on monetary policy surprises identified through
changes in Fed funds futures rates around FOMC announcements and actual
forecasts obtained from the Federal Reserve. While this has the advantage of
considering the Federal Reserve’s actual expectations when considering opti-
mality, it comes at a cost. First, the forecast and the impulse response are not
necessarily consistent with each other. Second, rather then using forecast un-
certainty when constructing confidence bounds, one has to use an upper bound
for forecast uncertainty using forecast errors. Contrarily, a VAR approach –
while using model-implied forecasts rather than true expectations – allows us
to compute impulse responses and forecasts based on the same draw from the
distribution of the estimated parameter and allows us to use actual forecast
uncertainty.

Our benchmark analysis uses a simple loss function accounting for the dual
mandate of the Fed that considers the effect of monetary policy up to a 5-year
horizon:

Lt = (1− λ)

20∑
s=1

βsỹt+s + λ

20∑
s=1

βsπt+s − π∗, (4)

where ỹ is the output gap, π is annualized quarter-over-quarter inflation, λ is
the weight of inflation, i.e., the degree of “hawkishness”, and β is the discount
factor. For our baseline model, we assume that λ = 0.5, β = 0.99, and the
inflation target π∗ to 2.5 percentage points.

Since our reduced-form VAR is estimated in (log) levels, neither the output
gap nor inflation are directly predicted by the model. We estimate the implied
output gap using a Hodrick-Prescott filter over the spliced time series up to t and
the forecast up to t+20. To obtain meaningful results for the early observations,
we use data for the 20 years prior to our sample period to compute the output
gap. Inflation is computed by differencing the log price level forecast (and
multiplying by 4 to annualize).

2.2 Estimating λ

Inspired by the idea of “quantitative interpretation” as proposed by Uhlig
(2022), we then proceed to consider matters from the other side, and what
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our results imply for the loss function of the central bank, if we assume that the
Fed were behaving optimally.

To this end, we determine λ where policy would have been closest to optimal,
i.e., the λ that would have required the smallest overall policy adjustments,
through:

λ∗ = argmin
λ∈[0, 1]

T∑
t=1

δt(λ)
2. (5)

Since we have a full distribution for all δt, based on sampling our coefficient,
we can simultaneously use that to generate an entire distribution of implied λs
to estimate confidence bounds.

2.3 Reduced-form model

In this paper, both forecasts (Y 0
t ) and impulse response functions (R′0

t ) are
based on a simple structural VAR (SVAR). For our baseline specification, we
use the standard four-variable, small scale monetary VAR taking the form

y
p
r
m


t

= β0 +

L∑
l=1

βl


y
p
r
m


t−l

+Aεt, (6)

where y, p, and m are the natural logarithms of real GDP, prices, and money,
respectively, r is the interest rate, and ε are the orthogonalized structural shocks
with unit variance. As is currently standard in the literature, we estimate
the VAR in levels, thereby implicitly exploiting the information from the well-
established cointegration relationship between these macroeconomic series. We
will thus have to compute the implicit forecasts of the output gap and inflation
rate that are typically assumed to enter the Federal Reserve’s loss function.
While this is trivial in the case of inflation, it requires repeated estimation of
the output gap based on forecasts produced by our VAR. The lag order L is
determined using the AIC.

2.4 Identification

We use a relatively standard sign restriction approach based on Uhlig (2005).
However, unlike Uhlig, we are not agnostic about our model and impose prior
assumptions on all four shocks included in the model. This, at least to some
degree, protects against the criticism raised for example by Wolf (2020), who
argues that the shocks identified are indeed linear combinations of the true
shocks. The need to identify structural shocks means that we cannot be fully
theory free when using VAR-based estimates of Y 0

t and R′0
t in the Barnichon

and Mesters (forthcoming) approach. However, since the reduced form given by
Equation 6 is estimated via unrestricted OLS and we only apply sign restric-
tions on the contemporaneous effect, our assumptions are still relatively weak
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compared to a complete structural model of the economy as for example done
in DSGE. Nine out of the 14 restrictions we use are the standard restrictions on
the three-variable workhorse model using production, prices, and the interest
rate. Those are, for example, summarized by Fry and Pagan (2011). In addition
to the demand, price (or productivity), and monetary policy shocks typically
considered, we add a money demand shock and add a response of the monetary
aggregate. The restrictions are summarized in Table 1.

Table 1: Sign restrictions
demand price monetary policy money demand

production (y) + + − −
price level (p) + − − −
interest rate (r) + − + +
money (m) − +

The demand shock increases production, prices, and the interest rate. A
price shock increases prices, thus reducing demand (and hence y) and the inter-
est rate. Contractionary monetary policy, i.e., an increase in the interest rate,
decreases money supply, prices, and production. Last, an increase in money de-
mand increases the interest rate (i.e., the price of money) and reduces demand
for goods, leading to a reduction in production and prices. We deliberately leave
the effect of demand and price shocks on liquidity unconstrained, since they are
less well established in the literature.

2.5 Sample and measurement

For our benchmark model, we use a sample ranging from 1987Q1 – when the
Federal Reserve stopped reporting M1 targets (Mishkin, 2001) – to 2023Q2.

The macroeconomic variables – real GDP, and the PCE price index – are
all taken from the Federal Reserve’s database Fred. All are seasonally adjusted.
The Fed committed officially to PCE over CPI only relatively recently in 2012.
However, in terms of growth rates both indices are highly correlated, and the
PCE is the more precise measurement of price movements. We thus use PCE
for our entire sample.

We use the shadow rate proposed by Wu and Xia (2016) to have a consistent
measure of US policy throughout our entire sample period, including the time
when the federal funds rate hit the zero lower bound (ZLB), and the Fed resorted
to unconventional policy for further expansionary measures. We merge the
shadow rate with the actual federal funds rate (that it is supposed to follow
when the federal funds rate is not near the ZLB) to extend the sample further
into the past. Since the Fed and the ECB hit the zero lower bound, several
approaches to estimate shadow rates have been proposed, such as by Lombardi
and Zhu (2018) and Alfaro and Piña (2023).2 The main reason for using the
Wu and Xia (2016) rate is that the Fed publishes their series on the Federal

2For an overview over this literature, see, e.g., Anderl and Caporale (2023).
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Reserve Bank of Atlanta’s website. This implicit endorsement suggests that the
Wu-Xia rate indeed comes near to what the Fed envisioned doing and is thus
most consistent with a constant policy rule throughout the full sample during
times of normal and unconventional policy.

We measure money through the broad Divisia aggregate (Divisia M4 or
DM4) reported by the Center for Financial Stability. There is a large litera-
ture starting with the seminal works by Barnett (1978) and Barnett (1980) that
shows how and why this approach yields series that resemble the theoretical
concept of money – or liquidity – more closely than both broad or narrow con-
ventional (simple sum) monetary aggregates. The main reason we use Divisia
aggregates for our model is that small-scale VARs with Divisia monetary aggre-
gates are less prone to exhibiting a prize puzzle, see, e.g., Keating et al. (2019)
and Keating et al. (2014), allowing us a relatively parsimonious specification.
While using sign restrictions, we only restrict the effect of our shocks on impact.
The puzzles frequently observed in small-scale VARs are thus still a concern.

3 Results

3.1 Impulse response functions

Figure 1 summarizes the impulse response functions to a monetary policy shock
for the simple four-variable model (see Equation 6). The results for the extended
model including the oil price are largely robust and reported in the Appendix.
Note that those are the (log) level impulse response functions, i.e., the impulse
response for the price can not be directly interpreted as (part of) R0, which
includes annualized quarter-over-quarter inflation rates.

The main purpose of presenting those impulse responses is to demonstrate
that our simple model does produce economically plausible IRFs. After a pos-
itive shock to the interest rate, i.e., a contractionary monetary policy shock,
the interest rate slowly returns to its equilibrium over the following year. The
sign restrictions ensure that the shock we identify reduces output, prices, and
liquidity. While the effects eventually die out in terms of the growth rate, the
effects are persistent in terms of the levels (except for the interest rate).

3.2 Assessing optimality under a balanced loss function

Figure 2 shows the estimated optimum policy perturbation δ, given a balanced
objective function, where the annualized quarterly inflation rate and the output
gap have an equal weight.3

3We show the confidence bounds for the 16th to 84th percentile (which would correspond to
one standard error bound for a normal distribution). In most periods, where 0 is not included
in these confidence bounds – which we interpret as significance – 0 is also outside the 90%
confidence bounds. What we observe are highly asymmetric distributions of δt. The upper
(lower) confidence bound for positively (negatively) significant point estimates of δt is pushed
substantially higher (lower). This makes the variations in the point estimate more difficult to
observe. This is why we report the narrower 16 to 84 bounds throughout our analysis.
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Figure 1: Impulse response functions (4 variable model)

Note: Median estimates. The 16 to 84 confidence bands are shown in grey.

8



−
4

−
2

0
2

4

Date

O
P

P

1988−04−01 1999−01−01 2009−10−01 2020−07−01

Figure 2: Optimum policy perturbation (4 variable model)

Note: Median estimate of the OPP with a 2.5 percent inflation target. The 16
to 84 confidence band for the 2.5 percent inflation target is shown in grey.

The OPP we find is largely in line with the view of the critics of the Fed.
We find extended periods of overly expansionary policy, followed by contractions
that are short but too intense and fast. This leads to a new economic difficulty
that then triggers a new phase of overly expansionary policy. Following this
narrative, our results tell the following story: At the beginning of the sample, we
are still in the tail end of the original Greenspan put. Interest rates then rose too
fast, causing a recession, which was followed by a prolonged period of excessively
long expansionary policy fueling the dotcom bubble. The Fed responded too
late, with a policy that then burst the bubble, leading to a major recession that
fueled the housing bubble. The next contractionary period led to the collapse
of that bubble. This in turn triggered a new massive expansion during the QE
period. The Fed was then surprised by Covid, which very briefly made policy
seem overly restrictive. However, the massive expansion of the previous years
eventually began driving up inflation. When the Fed sets increase rates, they
stay far behind what the Taylor rule would suggest (i.e., increasing the interest
rate by roughly 1.5 percentage points per percentage point of inflation).
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Figure 3: Policy rate and optimum policy rate

Note: Black - federal funds (shadow) rate, green - optimum policy rate above
true rate, red - optimum policy rate below true rate

The extended periods of the OPP being positive strongly indicate that our
result concerning overly expansionary monetary policy is not merely an artifact
generated by sticky interest rates (or interest rate smoothing). If this were the
case, we would find short spikes of deviations quickly disappearing as the interest
rate moves to the new optimum. Interestingly, this pattern is exactly what we
find for overly contractionary policy. In other words, what we interpret as overly
contractionary policy might indeed be created by the inability of the central
bank to decrease interest rates fast enough in times of economic turmoil. This
is not necessarily wrong, as it might cause financial market issues that are not
captured by our simple linear model. However, examining the implied optimum
rate (i.e., r + δ) (see Figure 3) shows that in all cases the actual decline in the
policy rate was already substantial but still insufficient to meet the optimum
rate implied by our estimate.
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3.3 Estimating λ and reassessing optimality

Our results regarding the estimation of λ appear to be slightly at odds with
each other at first glance. On the one hand, we find evidence for a loss function
that seems extremely dovish.

For the vast majorities of MCMC draws – more than 800 out of 1000 – we
find that λ∗ = 0 minimizes the sum of squared δt, as shown in Figure 4.

Furthermore, we find that the dynamics of the median estimate (i.e., the
median OPP over all 1000 MCMC draws) of the OPP with the dovish loss
function (λ = 0) barely differ from the OPP we find for the balanced loss
function (λ = 0.5). The mean estimates differ slightly more strongly, with a
difference of 32 basis points when comparing balanced policy with a target PCE
inflation of 2.5 percent annualized to the dovish loss function.

While it might seem counterintuitive to find strong evidence for an extreme
loss function while simultaneously observing that the loss function barely mat-
ters, this is actually in line with relatively common narratives. While the Fed
is indeed rather dovish and places little emphasis on controlling inflation, this
is partly simply driven by the fact that inflation was not a major threat during
the sample period. With inflation barely being away from target inflation, ig-
noring inflation does not create substantially different monetary policy. Unlike
in the 1970s and previous high-inflation periods when inflation became high
enough that price uncertainty was detrimental to growth, inflation expectations
remained anchored during our sample. In other words, the relation between
inflation and the output gap was by and large positive and dominated by the
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Figure 5: Optimum policy perturbation (4 variable model)

Note: Black - OPP for λ = 0. The 16 to 84 confidence band for the 2.5 percent
inflation target is shown in grey. Red - OPP for the baseline model (λ = 0.5)

as reference.

Phillips curve. Thus, stabilizing the business cycle also simultaneously stabilized
inflation to some degree.

3.4 Time-varying preferences

When allowing λ∗ to vary by period, the results are quite similar (see Figure
7). In 93 out of 141 quarters in our sample λ∗ = 0. In 31 quarters, the 16 to 84
confidence bounds collapse, and we find that both confidence bounds equal 0.
However, the confidence bounds include a balanced loss function with λ = 0.5
in more than half of our sample (85 out of 141 quarters).

Even with time-varying λ, 0 is outside the OPP confidence bounds in almost
half of our sample. In other words, even with time-varying λ, policy was clearly
not optimal when assuming a simple loss function with inflation and the output
gap based on the dual mandate.
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Figure 6: Time-varying estimate of λ∗

Note: The 16 to 84 confidence band is shown in grey.
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Figure 7: OPP with time-varying λ∗

Note: Black - OPP with time varying λ. Red - OPP with λ = 0.5. The 16 to
84 confidence band with time varying λ is shown in grey.
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4 Robustness

4.1 A model with core inflation and oil prices

Since the Federal Reserve is known to focus on core inflation, i.e., inflation
without energy and food prices, which are subject to high volatility that is not
driven by domestic factors, we perform a robustness test using core inflation in
a model that is augmented by fuel prices.

For this extended model, we have to add an oil price shock. While there
is an extensive literature using sign restrictions on VARs including oil prices,
those typically focus on oil prices and include further related variables (such
as production quantities and inventories of oil). There are very few standard
assumptions regarding the contemporaneous effect of oil prices on other macroe-
conomic variables and of other shocks on oil prices. Hence, we leave those largely
unrestricted. The only restriction (beyond the defining positive sign on the di-
agonal) that we add is a negative effect on GDP (see Table 2). This makes our
shock comparable to two types of oil price shocks discussed in the literature:
negative oil production shocks and positive oil specific demand shocks. For our
purpose, each is merely an “oil price” shock.

Table 2: Sign restrictions including an oil price shock
demand price monetary policy money demand oil price

production (y) + + − − −
price level (p) + − − −
interest rate (r) + − + +
money (m) − +
fuel price +

4.2 Sensitivity to the inflation target

We assumed a relative conservative inflation target of 2.5% for our baseline
analysis. We ran alternative estimates of the OPP and λ using other widespread
values assumed in the literature: 2.0% and 1.5%. As seen in Figure 8, the results
regarding OPP estimates are not very sensitive to those changes. The estimate
of λ is driven toward zero even more firmly (with more than 950 out of 1000
MCMC repetitions suggesting λ∗ = 0 for the lowest assumed inflation target).
This is unsurprising, as a lower inflation target would require even higher interest
rates to meet the target.

4.3 Sensitivity to the maximum forecast horizon

In theory, the intertemporal loss function should include all discounted future
policy targets. In practice, we typically stop at a given forecast horizon. For our
main analysis we select a forecast horizon of five years (20 quarters) following
the paper by Barnichon and Mesters (forthcoming) that our analysis is built on.
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Figure 8: Optimum policy perturbation for different inflation targets

Note: Black solid - OPP estimate assuming 2.5% inflation target. Blue dotted
- OPP estimate assuming 2.0% inflation target. Red dashed - OPP estimate

assuming 1.5% inflation target.
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Figure 9: Optimum policy perturbation using different maximum forecast hori-
zons

Note: Black solid - OPP estimate using a 20 quarter forecast horizon. Blue
dotted - OPP estimate using a 12 quarter forecast horizon. Red dashed - OPP
estimate using a 40 quarter forecast horizon. Green dot-dashed line - OPP

estimate using a 80 quarter forecast horizon.

In this subsection, we consider the OPP using a shorter horizon of 12 quarters
and longer horizons of 40 and 80 quarters ahead.

Qualitatively, the results are identical, and the quantitative changes are
minor at best. The short-horizon forecasts produce an OPP estimate that is
barely distinguishable from the baseline result. The 40 and 80 quarter forecast
horizon produces an estimate that is slightly dampened but still qualitatively
the same (see Figure 9). The difference in estimates when using 40 and 80
quarters is negligible despite the large change in the forecast horizon, indicating
that the estimation is robust for any horizon. As in our previous robustness
tests, we find that λ∗ = 0 for all modifications considered.
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Figure 10: Optimum policy perturbation using different discount factors

Note: Black solid - OPP estimate based on β = 0.99. Blue - OPP estimate
based on β = 0.90. Red - OPP estimate based on β = 0.8.

4.4 High discount factors

Last – in a similar vein as the last robustness test – we consider a highly myopic
central bank focusing mostly on the current situation. To do so, we consider
(quarterly) discount factors of 0.9 and 0.8. Central bank myopia of that degree
is fairly unrealistic. However, the extreme assumptions help to illustrate the
robustness of our results. The outcome is very much in line with our previous
robustness tests. The optimum λ is still 0, with the OPP barely having changed
(see Figure 10).

5 Conclusion

In this paper, we use a simple structural VAR with sign restrictions to assess
policy optimality and the Federal Reserve’s most likely loss function. Consid-
ering loss functions based on the dual mandate including the output gap and
inflation, we find that the preference of the Fed clearly leans toward stabilizing
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the output gap, although this might be partly driven by the fact that inflation
was generally not a large problem during most of our sample. However, even
when considering loss functions that purely focus on the output gap, we find
that the Fed was overly expansionary relative to an optimal policy. This gives
some credibility to critics of the Fed who have claimed that fed policy that
was supposed to stabilize the output gap was indeed overly expansionary, thus
fueling bubbles and being potentially destabilizing in the long run.
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